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Unlike traditional brain–computer interfaces that use 

brain signals for direct control of computers and robotics, 

a cortically coupled computer system opportunistically 

senses the brain state, capturing a user’s implicit or explicit 

computation, and then communicates this information to 

a traditional computer system via a neural interface.

Most modern computers embody a variant of 
the von Neumann architecture, central to 
which is the concept of the stored program 
or instruction set. The task of devising the 

appropriate instruction set—programming—has been 
the exclusive domain of trained human operators. In 
essence, programming is the art of transferring knowl-
edge about the world and an executable set of actions that 
achieve some desired outcome from a human to a com-
puter using electromechanical interfaces such as the key-
board and mouse. In developing machines’ computational 

abilities, human users often become a bottleneck because 
information transfer from human to machine is limited 
by our ingenuity in crafting logical instructions that 
capture knowledge in the human brain, as well as the 
interface’s bit rate. However, as machine intelligence 
approaches the general effectiveness of human intel-
ligence, the dynamic of how we interface or effectively 
collaborate with machines will likely disrupt the current 
need for explicit human programming of machines.

Machine learning, one of the fastest-growing areas 
of computer science, heavily relies on the availability of 
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labels for data, such as object labels in 
real-world images, so that the machine 
can learn the associations between var-
ious entities in the data. Many of these 
labels are subjective—they are gen-
erated by humans using their knowl-
edge of the world—and therefore hard 
to produce through purely automated 
methods, which makes them valu-
able. In fact, user-clickstream analyses 
have proved indispensable to commer-
cial entities such as Google, Amazon, 
and Facebook, which utilize the data 
to personalize the services they offer. 
Although the volume of explicit labels 
generated by human activities—such 
as clicking on webpages—is impres-
sive, it is tiny compared to the volume 
of labels generated by the human brain 
during implicit processing of sensory 
data. Human perception is an active 
process even if it does not result in 
obvious behavior; if it were possible to 
access the contents of people’s cogni-
tive processes while they stroll down 
a street or watch a TV show in silence, 
the wealth of information usable by 
machine-learning systems would be 
likely transformative.

Brain–computer interfaces (BCIs), 
also known as brain–machine inter-
faces (BMIs), decode brain content—
noninvasively using electroencepha-
lography (EEG) from scalp electrodes 
or invasively using electrocorticogra-
phy (ECoG) from cortical electrodes—
and make a computer system act upon 
that content to restore communica-
tion and/or control. The most com-
mon example of a BCI application is 
enabling a physically disabled person 
to move a cursor on a computer screen 
by merely thinking about it. Although 
BCI systems for active control are 
important for specific populations, 
they have so far shown very limited 
suitability for the general population, 

primarily because of the low signal-
to-noise ratio (SNR) of measured brain 
signals. However, even low SNR sig-
nals can provide useful information 
when assessed over long timescales. 
Such information can be leveraged to 
augment the capabilities of other com-
putational systems, especially their 
capacity to learn.

We propose a new paradigm, cor-
tically coupled computing, wherein 
both humans and machines do com-
putational tasks and communica-
tion between the two is enabled via 
a BCI. In its simplest version, corti-
cally coupled computing attempts to 
use brain-derived information about 
the world to teach specialized knowl-
edge to a machine that has not been 
programmed a priori. Fully realized, 
it envisions a future in which highly 
advanced AI and human users execute 
tasks cooperatively and seamlessly, 
and such human–machine synergy 
is facilitated by next-generation BCIs 
between humans and AI. We illustrate 
the concept of cortically coupled com-
puting using examples of several real 
systems that implement aspects of this 
novel paradigm.

CORTICALLY COUPLED 
COMPUTER VISION
Although substantial progress has 
been made in computer vision (CV), 
particularly the recent advances in 
deep learning, machines’ compre-
hensive “understanding” of images 
remains a challenge in noisy and 
context- rich environments. Consider 
an image analyst assessing a potential 
threat in aerial reconnaissance data; 
the large quantity of images precludes 
detailed assessment of each image 
upfront, so the analyst must triage 
images according to their subjective 
importance, or “gist.” Image compre-
hension in this case requires not only 
understanding an object’s identity 
as inferred from the image, but also 
assessing its significance given con-
textual information. To accomplish 
this, the CV system must leverage the 
expertise of a trained image analyst.

Cortically coupled computer vision 
(C3V) combines the human visual sys-
tem’s general-purpose and context- 
aware capabilities with CV’s fatigue-
free “number-crunching” capabilities.1,2 
The overarching idea is to increase the 
throughput of an automated image 
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search and triage system using addi-
tional information from a BCI that 
assesses an analyst’s “level of inter-
est” in transient images by analyzing 
the analyst’s EEG signals. In essence, 
C3V labels each image in a dataset 
with a human-generated cognitive tag 
and then performs machine learning.

To generate these tags, C3V displays 
task-relevant images to the analyst 
in a rapid serial visual presentation 

(RSVP), wherein hundreds of images 
are presented in sequence with each 
image displayed for only 100–200 
milliseconds. Because each image is 
visible very briefly, the analyst can 
only get the gist of its content. In this 
brief time, a human analyst can only 
gain a conceptual understanding of 
the image—a task to which we are 
acutely adapted.3 If this brief concep-
tual understanding aligns with the 

analyst’s intent or specific interest, 
then he or she will rapidly orient atten-
tion to the image, eliciting a neuro-
physiological signature that C3V can 
decode.1,4,5 Because the orienting 
event is not all-or-none, but rather a 
smooth function of the degree of inter-
est, the decoded signature can serve as 
a level-of-interest score to prioritize 
the images, much like Google uses 
Page Rank scores to prioritize search 
results. Interestingly, this attention- 
orienting signal can be detected 
through EEG not only for objects in 
still imagery but also spatiotempo-
ral events in video clips.6

Although the attention-orienting 
paradigm leverages the human visual 
system’s ability to rapidly tag images 
that contain objects of interest or 
frames in a video that contain events 
of interest, the system’s throughput is 
limited to the human rate of operation: 
5–10 images per second. C3V leverages 
CV to either filter potential images of 
interest to pass on to the analyst or 
postprocess the level-of-interest scores 
for a limited set of images to efficiently 
search a much larger image database. 
We now describe these two cases in 
more detail.

CV followed by human 
visual processing
Figure 1 shows a prototypical C3V sys-
tem used to analyze satellite imagery.2 
The system has three components: a 
CV triage module, an EEG triage mod-
ule, and a display interface that lets a 
user visualize the results of the com-
bined triage.

The user first initiates the CV mod-
ule, which analyzes the entire image—
in this case, a large satellite image. 
The CV processing detects possible 
sites of interest in the image based on 
very general models or user-selected 
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FIGURE 1. Example cortically coupled computer vision (C3V) system: (a) system com-
ponents and (b) system workflow. CV: computer vision; EEG: electroencephalography; 
RSVP: rapid serial visual presentation. Figure adapted from P. Sajda et al., “In a Blink 
of an Eye and a Switch of a Transistor: Cortically Coupled Computer Vision,” Proc. IEEE,   
vol. 98, no. 3, 2010, pp. 462–478.



 S E P T E M B E R  2 0 1 6  63

constraints (for example, search for 
manmade objects). The system uses 
these detections to construct image 
“chips,” or subsections, for presen-
tation to the user via RSVP. The user 
wears an EEG cap (Figure 1b inset) 
while the EEG triage module runs a 
machine-learning–based classifier pre-
trained to identify attention-orienting 
events from the user’s EEG signals. The 
system passes on the set of image chips 
generated by the CV module to the 
user, decodes the user’s EEG signals in 
real time to generate level-of-interest 
scores for each image chip, and tags 
the image chips with these scores to 
generate a priority list for the regions 
of interest. The interface then incor-
porates these priority lists into the sat-
ellite imagery, allowing the analyst to 
pan and zoom, mark objects, and jump 
to different map locations correspond-
ing to high level- of-interest scores.

The system has been tested in 
realistic image search environ-
ments and found to improve image 
throughput during search by up to 
300 percent.2

Human visual processing 
followed by CV
In C3V, the CV module can act not just 
as a preprocessor for the human- in-
the-loop but also as a postprocessor, 
wherein it uses the cognitive labels of 
image chips for identifying visually or 
semantically similar images in a large 
database. In one example, C3V uses 
semisupervised graph-based infer-
ence models to propagate the level-of- 
interest scores to unlabeled images in 
order to assess the attention-grabbing 
property of unseen images.7 As Fig-
ure 2 shows, CV postprocessing can 
improve both the precision and recall 
of a category of searched images in a 
large database. The performance is 

further improved when human level-
of- attention scores are used as labels 
for the CV module, which then queues 
up new images according to perceived 
interest. When C3V is run in this 
closed-loop mode, the precision rates 
significantly increase and then grad-
ually flatten out after iterating the 
EEG decoding and CV search about 
2.5 times.8

EXTENDING C3V TO A 
MULTIAGENT ENVIRONMENT
Several platforms expand on the C3V 
paradigm, with different CV models, 
more ergonomic and useable BCIs, and 
various communication topologies. 

For example, the Human- Autonomous 
Image Labeler (HAIL) developed at the 
US Army Research Laboratory is a 
scalable, closed-loop image-labeling 
system that supports collaboration 
across a network of heterogeneous 
human and CV image-labeling agents. 
HAIL utilizes a machine-learned assign-
ment strategy to achieve superior per-
formance from the joint efforts of all 
agents than from any subset.9 HAIL 
can assign image data to agents 
either serially, where images are allo-
cated to high-throughput agents first, 
or in parallel, where all agents ana-
lyze subsets of the overall image data-
base simultaneously.

(a)

(b)

FIGURE 2. Top image search results with the subject interested in (a) dalmatians and 
(b) menorahs from decoded EEG (yellow-bounded boxes) and after subsequent post-
processing by semisupervised graph-based CV (red-bounded boxes). Images are rank 
ordered from left to right and top to bottom in terms of level of interest as inferred from 
EEG decoding (yellow), with updated rank ordering given EEG score and visual similarity 
structure in graph-based CV model (red). These results show that integrating decoded 
EEG and graph-based CV leads to higher precision and recall than either system would 
achieve alone. Figure adapted from J. Wang et al., “Brain State Decoding for Rapid Image 
Retrieval,” Proc. 17th ACM Int’l Conf. Multimedia (MM 09), 2009, pp. 945–954.
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Serial image assignment
With serial image assignment, HAIL 
first allocates images to a deep- 
learning–based CV module for identi-
fication based on a search template. It 
then forwards the images prioritized 
by the CV algorithm to a “system- 
paced” human agent for observation 
via RSVP. While the human agent is 
watching the steady flow of images, 
HAIL decodes his or her EEG signals in 
real time and can use these to reassess 
the CV module’s decisions. Finally, 

HAIL displays the remaining images 
to a self-paced human agent, who 
provides manual decisions through 
an intuitive tiled-image display with 
touchscreen. Although the current 
system uses static statistical mod-
els for both the CV module and EEG 
decoder, ongoing research is focused 
on incorporating adaptive classifi-
ers and feedback modalities into the 
system, which will enable the human 
and CV agents to adapt and learn from 
each other.

Parallel image assignment
HAIL’s parallel image assignment pol-
icy was inspired by research in optimal 
crowdsourcing.10 As Figure 3 shows, 
the system generates an optimal par-
allel assignment of images to CV as 
well as system-paced and self-paced 
human agents according to the gen-
eralized assignment problem (GAP) 
method. HAIL combines the agents’ 
image classifications with the Spectral 
Meta-Learner (SML),11 an unsupervised 
ensemble fusion classifier, and uses 
those results along with inferences 
about the agents’ reliability to inform 
subsequent image assignments. The 
system iterates through image assign-
ment and joint image classification 
until reaching a desired level of confi-
dence for all images. This collaborative 
image processing by heterogeneous 
agents achieves human-level perfor-
mance in significantly less time than 
can be achieved by a single human 
agent or an ensemble of human agents. 
Furthermore, HAIL’s multiagent adap-
tive policy optimally combines the 
efforts of agents whose individual 
efficacy is unknown a priori and/or 
changes with time. In this way, the sys-
tem’s computational characteristics 
evolve with the network topology and 
node characteristics in real time.

INFERRING DYNAMIC 
COGNITIVE WORKLOAD  
IN COMPLEX HUMAN–
MACHINE INTERACTION
The idea that a synergistic human–
machine system can smartly adapt 
to dynamic cognitive workload can 
be extended to non–vision-oriented 
human–machine interactions. For 
instance, Figure 4 shows a closed-
loop BCI that continuously monitors 
pilot workload during a stressful nav-
igation task: boundary avoidance with 
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FIGURE 3. Parallel image assignment architecture for the Human-Autonomous Image 
Labeler (HAIL) system. HAIL optimally distributes images from a database to CV as well 
as system-paced and self-paced human agents in parallel according to the generalized 
assignment problem (GAP) method. The agents classify the assigned images, and HAIL 
assigns an overall confidence level to each image at a fusion node using the Spectral 
Meta-Learner (SML). Based on the calculated image confidence level and inferred agent 
accuracy, the system deems the images classified or routes them back to the assignment 
node for further classification.
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FIGURE 4. Brain–computer interface (BCI) that continuously monitors pilot workload and 
informs the aircraft computer, which can mitigate workload by providing direct feedback 
to the pilot or manipulating the cockpit interface. The system can tag each human action 
in the cockpit with the estimated cognitive workload, which can later be used to improve 
human–machine interaction by assessing which features increase workload.
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dynamically changing boundary sizes. 
In such a task, pilot workload depends 
on various actions—for example, joy-
stick movement, throttling, and inter-
action with the cockpit interface such 
as responses to audible and display 
events—as well as continuous moni-
toring of information on gauges and 
digital displays.

Initial experimental results have 
found distinct neural correlates of 
high pilot workload that can lead to 
nonoptimal coupling between pilot 
and aircraft, resulting in a dangerous 
phenomenon known as pilot- induced 
oscillation. However, decoding task- 
related cognitive workload in real time 
and providing intervention in the form 
of feedback to the human or machine 
could favorably impact human–machine 
interaction. Additionally, the system 
can label human actions in the cock-
pit with cognitive estimates of work-
load. In post hoc analysis, machine- 
learning techniques could determine 
what sequence or combination of 
actions increase pilot workload. Such 
information can be used to help build 
more efficient cockpit interfaces. This 
conceptual paradigm can be extended 
to other navigation-related tasks, such 
as driving a vehicle, in which the inter-
face with car controls and information 
displays can be optimized to reduce 
driver distraction and thereby reduce 
accidents.

ADAPTING AI TO HUMAN 
PREFERENCES USING 
OPPORTUNISTIC SENSING
As their capabilities expand, AI sys-
tems are increasingly being tasked 
to assist and interact with human 
users—for everything from choosing 
entertainment to driving cars. Many 
of these human-facing AI systems 
would benefit greatly from an ability 

to sense a user’s preferences, which 
could be used to personalize AI output 
and build trust between human and 
machine. But because modern AI sys-
tems such as deep learning often rely 
on massive quantities of training data, 
communicating these preferences 
could require prohibitively large effort 
from the user. Fortunately, recent 
advances in opportunistic sensing 
make it possible to evaluate a user’s 
preferences without requiring a dedi-
cated training session or even eliciting 
them directly—rather, a system can 
use physiological correlates of sub-
jective interest or expectations that 
are produced in the normal course of 
events.12 These nearly effortlessly pro-
duced cognitive labels can be used to 
tailor an AI system’s behavior to match 

certain preferences of an individ-
ual user, thereby increasing human– 
computer synergy.

Figure 5 outlines a navigation sys-
tem that uses a hybrid BCI (hBCI) to 
infer the type of objects that a user 
prefers and plot an efficient route past 
them.13 Experimental subjects were 
driven through small portions of a 
large 3D virtual environment full of 
objects. They were asked to count one 
“target” category of objects and ignore 
the other three “distractor” categories. 
The target category represented objects 
that the user would prefer to visit, and 
the overall system’s job was to navigate 
an efficient route past as many of these 
preferred objects as possible.

In the initial exploration phase, 
targets elicited an attention- orienting 
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FIGURE 5. Example of a BCI that pairs opportunistic sensing with an automatic naviga-
tion system. (a) Block diagram. (a) Bird’s-eye view (and user’s view, inset) of the environ-
ment being navigated. Dot size indicates CV score; objects with higher scores are con-
sidered more likely to be targets. The hybrid BCI (hBCI) uses physiological signals to label 
objects that appeared to capture the user’s interest. Its CV graph then extrapolates these 
labels to other, unseen objects in the environment. Finally, the route planner finds an effi-
cient route to visit objects it expects to catch the user’s interest. In this way, the navigation 
system can create a route that is both constrained by the environment and adapted to the 
user’s specific preferences. Figure adapted from D.C. Jangraw et al., “Neurally and Ocularly 
Informed Graph-Based Models for Searching 3D Environments,” J. Neural Eng., vol. 11, 
no. 4, 2014; doi:10.1088/1741-2560/11/4/046003.
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response from the subjects that 
affected their EEG signals, pupil dila-
tion, and dwell time (time spent gaz-
ing at an object). The system collected 
these physiological signals and, using 
an bHBI classifier, found a small set of 
“hBCI-predicted targets” that appeared 
to capture the subject’s attention. It 
then used CV7 to extrapolate these tar-
get labels to other, unseen objects, and 
a traveling-salesman problem solver to 
find an efficient route that visited all 
of these “CV-predicted targets.” Using 

this route, the median subject was able 
to see 84 percent of the targets in the 
environment while traveling only 40 
percent of the distance required to see 
every object. Thus, with very little user 
effort, the navigation system found a 
route that was both constrained by the 
environment and adapted to the user’s 
specific preferences.

New AI applications can apply oppor-
tunistic sensing to other domains by 
inferring different types of preferences 
from physiological signals or tasking 
the AI with different objectives. For 
example, developers of a deep learning 
system tasked with driving an auto-
nomous vehicle might wish to adapt 
braking speed or turning sharpness to 
match passenger preferences. The sys-
tem could use physiological correlates 
of discomfort or surprise to infer 
when preferences were not met. This 

labeling of actions could be extrapo-
lated to a simulated training environ-
ment, where the deep learning system 
could adapt its driving to a multitude of 
inferred labels without having to wait 
for additional user input. The newly 
trained system would then be better 
equipped to brake and turn the way 
the user prefers. In this way, the sys-
tem can sidestep the high cost of eval-
uating preferences explicitly, while still 
providing the large number of training 
labels required for modern AI systems.

Such applications would benefit 
from hardware and software that are 
able to reliably sense physiological 
signals in real-world environments. 
Thankfully, such hardware and soft-
ware are advancing rapidly, with con-
sumer EEG headsets and video-based 
eye-tracking systems increasingly 
geared toward mobile applications. 
Additionally, the rising popularity 
of virtual reality systems might pro-
vide an opportunity to evaluate pref-
erences in simulated environments 
or games in which users can be more 
easily monitored and conditions more 
tightly controlled.

Cortically coupled computing is 
well suited to a variety of real-
world applications ranging 

from large-scale rapid image search 

and annotation to automation in driv-
ing and control in precision tasks such 
as aircraft navigation. It exploits the 
concept of opportunistic sensing 
of the brain state, wherein the sys-
tem captures the results of a user’s 
implicit or explicit computation and 
then communicates this information 
to a traditional computer system via 
a neural interface, such as a noninva-
sive scalp EEG. This approach is fun-
damentally different from traditional 
BCIs that focus on using brain signals 
for direct control of computers and 
robotics.

In the near future, we envision 
numerous extensions of the tech-
nologies described here. For exam-
ple, it is possible to extend the HAIL 
and C3V image analysis systems into 
more general cortically coupled data 
analysis systems to solve intracta-
bly complex analytical and computa-
tional problems. Using heterogeneous 
CV agents networked together with 
human analysts via a BCI, the systems 
would incorporate visual analytics 
techniques to recast complex prob-
lems into the human visual domain, 
implement multiagent systems to dis-
tribute the decomposed tasks across 
the network, and aggregate the results 
returned into high-confidence solu-
tions. Such an analysis engine could 
provide new insights and capabilities 
to many fields by enabling advances in 
complex data analytics.

Alternatively, cortically coupled 
computing could be used to inte-
grate human users with physical 
robots possessing heterogeneous 
capa bilities for sensing and act-
ing. For example, consider a situa-
tion where emergency personnel are 
attempting to rapidly assess a disas-
ter area in conjunction with a swarm 
of small drones. If the drones could 

CORTICALLY COUPLED COMPUTING IS 
SUITED TO A WIDE VARIETY OF REAL-

WORLD APPLICATIONS.
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opportunistically sense what the 
users identify as important during 
their search, the drones could speed 
up the recovery operation by identi-
fying similar regions or objects on a 
dynamic map. Ultimately, the utility 

of cortically coupled computing will 
be proved through systems that 
demonstrate how human–machine 
interaction in such a synergistic com-
bination is more computationally 
powerful than the sum of the parts. 
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